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1 Purpose

Probability notation is meaningful only after the types of its objects are clear. These conventions
distinguish an underlying probability measure, a random element, its law, a probability mass
function, and a predictive kernel. They also specify the shorthand accepted in this course.

Standard probability notation lets us state the experiment once and then calculate without repeatedly
annotating every probability and expectation. Inconsistent shorthand common in machine-learning
writing can use the same expression for a probability, a law, and a density, or leave the source of
randomness implicit. Such notation becomes ambiguous as soon as a calculation contains data,
initialization, and algorithmic randomness. The distinctions below prevent this ambiguity.

The conventions apply to lecture notes, exercises, solutions, and homework. They are defaults for
mathematical writing in the course; a different convention must be introduced explicitly and used
consistently.

2 The main objects have different types

An experiment has a set Ω of possible outcomes. An event E is a subset of Ω, such as the set of
outcomes on which the prediction is correct. The probability P(E) is a number assigned to this
event.

A random variable, or more generally a random element, is a map

Z : Ω −→ Z.

It assigns a value Z(ω) ∈ Z to each possible outcome ω ∈ Ω. The training sample and the learned
predictor are random elements when they depend on the outcome of the experiment. A random
element Z has a law, written L(Z), which assigns probabilities to sets of possible values in Z.1

Probability measures, laws, kernels, and expectations are built from these basic types. The following
table records their input and output types.

1There are technical restrictions on the permitted subsets and maps. If Ω is finite or countable, every subset
may be declared an event, and a probability law is specified by assigning masses to the individual outcomes. The
issue arises for uncountable spaces such as R. For example, length on [0, 1] cannot be extended to every subset while
preserving countable additivity and translation invariance. One therefore specifies a sigma-algebra G of permitted
events in Ω, a sigma-algebra H of permitted subsets of Z, and requires Z to be measurable: {Z ∈ A} ∈ G for every
A ∈ H. These restrictions do not change the basic types used here: events are subsets of Ω, random elements are
maps from Ω, and laws assign probabilities to sets of values.
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Notation Argument Value

P an event a number in [0, 1]

L a random element or tuple of ran-
dom elements

a probability law

P,Q as declared; commonly a set sup-
plied to a law, or a value and input
supplied to a kernel

a number in [0, 1]

E,EP an integrable random variable, or an
integrable function when the law P
is named

a real number

p, q as declared; commonly a mass func-
tion, density, probability vector, or
kernel

a number or probability vector

The fundamental relation between the ambient probability measure and a law is

L(Z)(A) = P(Z ∈ A), for every allowed set A of values of Z. (1)

We may name this law
PZ = L(Z).

Thus P acts on events of the experiment, while PZ acts on sets in the value space of Z.

Capital letters do not determine an object’s type by themselves. For example, Lecture 1 uses Pmax

for a position-embedding matrix and Q,K, V for attention matrices. Their dimensions declare their
types. In a single scope, do not use the same symbol for both a probability law and a matrix.

3 The ambient probability measure

The symbol P denotes the probability measure of the stated experiment. All random quantities in
an argument are jointly defined on that experiment unless another probability measure is explicitly
introduced.

Declare random variables directly. Prefer to introduce a probabilistic setup through random
variables and the assumptions needed about their joint behavior. These may specify distributions,
dependence or independence, or deterministic relations. Use the types and context already established
when stating these assumptions. Use P and E for this experiment. Introduce named laws or explicit
sample spaces when those objects serve the argument.

For example, “X is uniform” specifies its distribution when the declared codomain and context
determine the uniform law. If that codomain is {−1, 1}d, the statement means P(X = x) = 2−d for
every x ∈ {−1, 1}d.
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Formally, P takes an event. The course accepts the standard inverse-image shorthand

P(X = x) := P
(
{ω : X(ω) = x}

)
, (2)

P(X ∈ A) := P
(
{ω : X(ω) ∈ A}

)
, (3)

P(X ∈ A, Y ∈ B) := P
(
{X ∈ A} ∩ {Y ∈ B}

)
. (4)

We also use
P(E,F ) := P(E ∩ F ) (5)

when E and F are events. The comma in Equation (5) means intersection. By contrast, the comma
in L(X,Y ) constructs the random tuple (X,Y ).

Expressions such as P(X) are meaningful only when X itself denotes an event. Prose cannot
repair an ambiguous expression. In particular, a sentence saying that a probability is “over the
initialization” should be unnecessary: the joint experiment and its random quantities must already
make the meaning of P unique.

Use the course macro \P. Do not introduce decorated probability operators such as Pw,b or PX∼P .
If the experiment changes, state the new probability measure or joint law before using probability
notation.

4 Laws and the law operator

The operator L takes random elements and returns their distribution. In particular,

L(X) and L(X,Y ) := L((X,Y ))

are the marginal law of X and the joint law of (X,Y ). The expression L(E) is inappropriate when
E is an event; the relevant object is the number P(E), or the Bernoulli law L(I(E)) when that law
is actually needed.

In future course material, reserve L for this law operator. Use another symbol, such as A, for a
learning algorithm.

If a law is named P , then P (A) is the probability assigned to the measurable set A. For a finite
space we use

P (x) := P ({x}), P (x, y) := P ({(x, y)}). (6)

If c is a measurable function on the space carrying P , we also accept the preimage shorthand

P (c = 0) := P ({z : c(z) = 0}), P (c ∈ A) := P (c−1(A)).

When P is a named law on a canonical product space and X,Y are its coordinate maps, expressions
such as

P (X = x), P (Y = y | X = x)

are accepted shorthand for event probabilities computed under P . This notation returns numbers.
It does not name the law of (X,Y ).

Consequently,
Ptr(X,Y ) ̸= Pdep(X,Y )
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should not be used to say that two joint laws differ. If the joint laws have already been named, write

Ptr ̸= Pdep.

If they have not been named, write the law of the relevant tuple, for example L(X,Y ).

The established generic notation for a marginal is PZ = L(Z). When a joint law already carries a
tag, introduce its marginal explicitly, for example

Ptr,X or µtr.

Do not introduce a new convention such as PX
tr without a reason.

5 Mass functions, probability vectors, and predictive kernels

On a finite set X , a probability mass function is a function

p : X → [0, 1],
∑
x∈X

p(x) = 1.

It determines a law P by

P (A) =
∑
x∈A

p(x).

Finite-space writing often identifies the law and its mass function when the meaning is clear.
Lowercase notation emphasizes that p(x) is a number.

A probability vector is the same information with a fixed enumeration of the outcomes. Lecture 1
writes

p = (pv)
V
v=1 ∈ ∆V .

Here pv is a coordinate of a deterministic vector, not an application of the ambient probability
measure P.

A predictive kernel assigns a probability distribution to every allowed input. Lecture 1 defines

pθ : [V ]∗ → ∆V , x<t 7−→ pθ( · | x<t).

Therefore
pθ(v | x<t)

is the mass assigned to token v by the distribution selected at prefix x<t. The vertical bar separates
the output value from the kernel input. It does not assert that an ambient joint experiment was
defined first and then conditioned.

Sampling successively from the kernel constructs a stochastic process. The statement

Xt ∼ pθ( · | X<t)

is a sampling instruction. More explicitly, it requires

L(Xt | X<t = x<t) = pθ( · | x<t)
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at every prefix to which the construction assigns positive probability. The resulting joint mass of a
fixed prefix is

pθ(x1:T ) =
T∏
t=1

pθ(xt | x<t).

Thus pθ can denote a model-specified kernel or the joint mass it induces, with the argument making
the role clear. It does not replace P for events in a training or sampling experiment.

6 Conditioning

For events E,C with P(C) > 0,

P(E | C) =
P(E ∩ C)

P(C)
. (7)

The notation
P(Y = y | X = x)

conditions the event {Y = y} on {X = x}.

For jointly distributed random elements X,Y ,

L(Y | X = x)

is a probability law on the value space of Y . In the finite case, for every set B,

L(Y | X = x)(B) = P(Y ∈ B | X = x).

The notes work mainly with finite or Euclidean spaces, where the required conditional laws are
available. At values x with P(X = x) = 0, the joint law does not determine the elementary ratio in
Equation (7). A conditional law there requires a chosen version or a conditional target specified
separately for every input.

Suppose that P and Q have been defined as kernels from the value space of X to probability laws
on the value space of Y . In a discrete space,

P (Y | X)

is then a random variable: at outcome ω, its value is P (Y (ω) | X(ω)). Consequently,

P (Y | X) = Q(Y | X)

is a valid equality of random variables, understood up to almost-sure equality under the ambient
probability measure P. It says that the two kernels agree when evaluated at the random pair (X,Y ).
It does not imply that the kernels agree at values that the pair does not visit.

Similarly, for one fixed pair (x, y), the scalar equality

P (y | x) = Q(y | x)

compares only those two numbers. It does not assert equality elsewhere.
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When the intended statement is equality of the kernels, declare their common domain and codomain
and write the preferred form

P = Q.

In a discrete space, this equality expands to

P (y | x) = Q(y | x) for every x, y.

On a general output space, it expands to

P (B | x) = Q(B | x) for every input x and every allowed output set B.

Condition only when the conditional object is used. If a calculation divides by P(C) and later
multiplies by P(C), a direct unconditional factorization is usually clearer and also covers P(C) = 0.

7 Expectation

If U is integrable, then

E[U ] =

∫
Ω
U(ω)P(dω).

Use plain E[U ] when U belongs to the ambient experiment. The setup must identify the random
quantities and their joint law before the expectation appears.

Suppose that P is a probability law on (Z,H). The subscript in EP says to use P as the probability
measure. Formally, we may replace the ambient probability space by the canonical probability space

(Z,H, P )

and regard the identity map z 7→ z as its canonical random element. For an integrable function
f : Z → R, the resulting expectation is

EP [f ] :=

∫
Z
f(z)P (dz). (8)

On a finite space,

EP [f ] =
∑
z

P (z)f(z).

If Z is a random element in the original ambient experiment and L(Z) = P , then

EP [f ] = E[f(Z)].

The notation EP [f ] is useful when P is itself one of the objects being compared, as in EP [c]−EQ[c].

Do not use a sampling declaration as an expectation subscript, as in

EZ∼P [h(Z)].

Write EP [h] when the integrand is a function on the space of P , or declare L(Z) = P and write
E[h(Z)].
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The notation P (dz) in an integral is measure-integration notation; dz is not an event supplied as
an ordinary argument to P . Use this notation only when the measure-theoretic form serves the
argument. Prefer masses and sums for finite spaces.

Conditional expectation follows the same ambient experiment:

E[U | C] =
E[UI(C)]

P(C)

when P(C) > 0. The expression E[U | X] is a random variable.

8 Random and fixed quantities

Use uppercase letters for random quantities and lowercase letters for fixed values when this convention
is available. Thus X = x denotes an event; it does not turn X into a fixed quantity. A phrase such
as “fix x” must precede calculations that treat x as fixed.

State joint laws and independence before using them. Separate notation does not imply independence,
and conditioning can destroy independence. When an independence claim is used, show the
corresponding factorization at the point of use.

9 Accepted shorthand and rejected expressions

Expression Status Meaning or repair

P(X = x) accepted probability of the event {X = x}
P(E,F ) accepted P(E ∩ F ) for events E,F

P(X) rejected in general meaningful only if X denotes an
event

L(X,Y ) accepted joint law of the tuple (X,Y )

L(E) rejected for an event use P(E) or L(I(E))

P (x) accepted on a finite space P ({x})
P (c = 0) accepted P ({z : c(z) = 0})
P (X = x) accepted with setup event probability under the named

law P

P (X,Y ) as a joint law rejected use P or L(X,Y )

pθ(v | x) accepted value of a model-specified predic-
tive kernel

P (dx) restricted integration notation, introduced
only when useful

EP [h] accepted
∫
h dP

EX∼P [h(X)] rejected by course conven-
tion

use EP [h], or specify L(X) = P
and use E[h(X)]

7



Every shorthand must expand to a well-typed formal expression. Shorthand does not license a
probability measure to accept a random variable, or a law operator to accept an event.

10 Example: covariate shift

Let X and Y be finite. Specify a conditional target

p⋆( · | x) ∈ ∆Y for every x ∈ X ,

and two input laws µtr and µdep. Define the training and deployment joint laws through their
masses:

Ptr(x, y) = µtr(x)p
⋆(y | x), Pdep(x, y) = µdep(x)p

⋆(y | x). (9)

There is covariate shift when
µtr ̸= µdep

while the same conditional target p⋆ appears in both factorizations. The values of p⋆( · | x) at inputs
absent from training are part of the specified prediction problem; they are not identified by the
training joint law.

There is general distribution shift whenever

Ptr ̸= Pdep.

General distribution shift may change the input law, the conditional target, or both.

11 Checklist for new writing

Before finalizing a probability argument, check the following.

1. The probabilistic setup is introduced through random variables and the assumptions needed
about them, using established types and context. Named laws and explicit sample spaces are
introduced when they serve the argument.

2. Every symbol has a declared type: random element, event, law, mass function, density, probability
vector, kernel, matrix, or number.

3. Every use of P has a unique probability space and joint experiment.

4. Every displayed argument of P expands to an event.

5. Every displayed argument of a named law expands to a measurable set, or uses one of the
finite-space or preimage shorthands above.

6. L is used for the law of a random element or tuple, not for an event probability.

7. Conditional laws at zero-probability inputs are either unnecessary or specified through an explicit
version or target kernel.

8. Expectations use E[U ] for the ambient experiment and EP [f ] when the named law P is part of
the claim.
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9. Independence and changes of measure are stated before they are used.

10. Finite-space arguments use masses and sums unless measure notation adds substantive value.

11. Every accepted shorthand can be expanded into a well-typed formal expression.
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